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CHAPTER 1

Introduction to Databases
Introduction
A database is a collection of related data.
A data mean known facts that can be recorded and that have implicit meaning.
For eg, consider the names, telephone numbers, and addresses of the people you know. You may have recorded this data
in an indexed address book or you may have stored it on a hard drive, using a personal computer and software such as
Microsoft Access or Excel. This collection of related data with an implicit meaning is a database.
A database has the following implicit properties:
 A database represents some aspect of the real world, sometimes called the miniworld or the universe of
discourse (UoD). Changes to the mini world are reflected in the database.
 A database is a logically coherent collection of data with some inherent meaning. A random assortment of data
cannot correctly be referred to as a database.
 A database is designed, built, and populated with data for a specific purpose. It has an intended group of users
and some preconceived applications in which these users are interested.
Other properties:
 A database can be of any size and complexity. For example, the list of names and addresses referred to earlier
may consist of only a few hundred records, each with a simple structure. An example of a large commercial
database is Amazon.com.
 A database may be generated and maintained manually or it may be computerized. For example, a library card
catalog is a database that may be created and maintained manually. A computerized database may be created and
maintained either by a group of application programs written specifically for that task or by a database
management system.
A database management system (DBMS) is a collection of programs that enables users to create and maintain a database.
The DBMS is a general-purpose software system that facilitates the processes of defining, constructing,
manipulating, and sharing databases among various users and applications.
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Defining a database involves specifying the data types, structures, and constraints of the data to be stored in the database.
The database definition or descriptive information is also stored by the DBMS in the form of a database catalog or
dictionary; it is called meta-data.
Constructing the database is the process of storing the data on some storage medium that is controlled by the DBMS.
Manipulating a database includes functions such as querying the database to retrieve specific data, updating the database
to reflect changes in the miniworld, and generating reports from the data.
Sharing a database allows multiple users and programs to access the database simultaneously. An application program
accesses the database by sending queries or requests for data to the DBMS.
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A query typically causes some data to be retrieved; a transaction may cause some data to be read and some data to be
written into the database.
Other important functions provided by the DBMS include protecting the database and maintaining it over a long period of
time.
Protection includes system protection against hardware or software malfunction (or crashes) and security protection
against unauthorized or malicious access.
A typical large database may have a life cycle of many years, so the DBMS must be able to maintain the database system
by allowing the system to evolve as requirements change over time.
Database and DBMS software together a Database system.

A simplified database system environment.
The Information Technology (IT) department within a company designs and maintains an information system consisting of
various computers, storage systems, application software, and databases. Design of a new application for an existing database or
design of a brand new database starts off with a phase called requirements specification and analysis. These requirements are
documented in detail and transformed into a conceptual design that can be represented and manipulated using some
computerized tools so that it can be easily maintained, modified, and transformed into a database implementation. The design is
then translated to a logical design that can be expressed in a data model implemented in a commercial DBMS. The final stage
is physical design, during which further specifications are Provided for storing and accessing the database. The database
design is implemented, populated with actual data, andcontinuously maintained to reflect the state of the miniworld.
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Characteristics of the Database Approach
In traditional file processing, each user defines and implements the files needed for a specific software application as part
of programming the application. For example, one user, the grade reporting office, may keep files on students and their
grades. Programs to print a student’s transcript and to enter new grades are implemented as part of the application. A
second user, the accounting office, may keep track of students’ fees and their payments. Although both users are
interested in data about students, each user maintains separate files— and programs to manipulate these files—because
each requires some data not available from the other user’s files.
This redundancy in defining and storing data results in wasted storage space and in redundant efforts to maintain common
up-to-date data.
The main characteristics of the database approach versus the file-processing approach are the following:
 Self-describing nature of a database system
 Insulation between programs and data, and data abstraction
 Support of multiple views of the data
 Sharing of data and multiuser transaction processing

Self-Describing Nature of a Database
SystemDB approach


A fundamental characteristic of the database approach is that the database system contains not only the
database itself but also a complete definition or description of the database structure and constraints.



This definition is stored in the DBMS catalog, which contains information such as the structure of each file, the
type and storage format of each data item, and various constraints on the data.



The information stored in the catalog is called meta-data, and it describes the structure of the primary database.



Whenever a request is made to access, say, the Name of a STUDENT record, the DBMS software refers to the
catalog to determine the structure of the STUDENT file and the position and size of the Name data item within a
STUDENT record
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Traditional file processing


In traditional file processing, data definition is typically part of the application programs themselves. Hence, these
programs are constrained to work with only one specific database, whose structure is declared in the application
programs.



In a typical file-processing application, the file structure and, in the extreme case, the exact location of Name
within a STUDENT record are already coded within each program that accesses this data item

Insulation between programs and data, and data abstraction


In traditional file processing, the structure of data files is embedded in the application programs, so any changes to
the structure of a file may require changing all programs that access that file.



For example, a file access program may be written in such a way that it can access only STUDENT records of the
structure, If we want to add another piece of data to each STUDENT record, say the Birth_date, such a program
will no longer work and must be changed
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DB approach


By contrast, DBMS access programs do not require such changes in most cases. The structure of data files is
stored in the DBMS catalog separately from the access programs. We call this property program-data
independence.



By contrast, in a DBMS environment, we only need to change the description of STUDENT records in the
catalog to reflect the inclusion of the new data item Birth_date; no programs are changed. The next time a DBMS
program refers to the catalog, the new structure of STUDENT records will be accessed and used

 In an object-oriented and object-relational systems, An operation (also called a function or method) is specified in
two parts. The interface (or signature) of an operation includes the operation name and the data types of its arguments
(or parameters).
 The implementation (or method) of the operation is specified separately and can be changed without affecting the
interface. User application programs can operate on the data by invoking these operations through their names and
arguments, regardless of how the operations are implemented. This may be termed program-operation
independence.
 The characteristic that allows program-data independence and program-operation independence is called data
abstraction.
Support of Multiple Views of the Data


A database typically has many types of users, each of whom may require a different perspective or view of the
database.



A view may be a subset of the database or it may contain virtual data that is derived from the database files but
is not explicitly stored.



A multiuser DBMS whose users have a variety of distinct applications must provide facilities for defining
multiple views.



For example, one user of the database may be interested only in accessing and printing the transcript of each
student. A second user, who is interested only in checking that students have taken all the prerequisites of each
course for which the student registers, may require the view

Sharing of Data and Multiuser Transaction Processing


A multiuser DBMS, as its name implies, must allow multiple users to access the database at the same time.



This is essential if data for multiple applications is to be integrated and maintained in a single database.
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A fundamental role of multiuser DBMS software is to ensure that concurrent transactions operate correctly and
efficiently.



A transaction is an executing program or process that includes one or more database accesses, such as reading
or updating of database records.



The DBMS must enforce several transaction properties. The isolation property ensures that each transaction
appears to execute in isolation from other transactions, even though hundreds of transactions may be executing
concurrently. The atomicity property ensures that either all the database operations in a transaction are executed
or none are.
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Actors on the Scene
Database Administrators
 In a database environment, the primary resource is the database itself, and the secondary resource is the DBMS
and related software.
 Administering these resources is the responsibility of the database administrator (DBA).
 The DBA is responsible for authorizing access to the database, coordinating and monitoring its use, and
acquiring software and hardware resources as needed.
 The DBA is accountable for problems such as security breaches and poor system response time. In large
organizations, the DBA is assisted by a staff that carries out these functions.

Database Designers
 Database designers are responsible for identifying the data to be stored in the database and for choosing
appropriate structures to represent and store this data.
 It is the responsibility of database designers to communicate with all prospective database users in order to
understand their requirements and to create a design that meets these requirements.


Database designers typically interact with each potential group of users and develop views of the database that
meet the data and processing requirements of these groups. Each view is then analyzed and integrated with the
views of other user groups. The final database design must be capable of supporting the requirements of all user
groups.

End Users
End users are the people whose jobs require access to the database for querying, updating, and generating report.
There are several categories of end users:
■

Casual end users occasionally access the database, but they may need different information each time. They use a

sophisticated database query language to specify their requests and are typically middle- or high-level managers or other
occasional browsers.
■

Naive or parametric end users make up a sizable portion of database end users. Their main job function revolves

around constantly querying and updating the database, using standard types of queries and updates—calledcanned
transactions—that have been carefully programmed and tested.
The tasks that such users perform are varied:
 Bank tellers check account balances and post withdrawals and deposits.
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 Reservation agents for airlines, hotels, and car rental companies check availability for a given request and make
reservations.
 shipping clerks (e.g., at UPS) who use buttons, bar code scanners, etc., to update status of in-transit packages.
■

Sophisticated end users include engineers, scientists, business analysts, and others who thoroughly familiarize

themselves with the facilities of the DBMS in order to implement their own applications to meet their complex
requirements.
■

Stand-alone users Use "personal" databases, possibly employing a special purpose (e.g., financial) software

package. Mostly maintain personal databases using ready-to-use packaged applications.
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Another example is maintaining an address book

System Analysts, Application Programmers, Software Engineers:
System Analysts: determine needs of end users, especially naive and parametric users, and develop specifications for
canned transactions that meet these needs.
Application Programmers: Implement, test, document, and maintain programs that satisfy the specifications mentioned
above.

Workers behind the Scene
Persons are typically not interested in the database content itself known as workers behind the scene, and they include the
following categories:
DBMS system designers and implementers design and implement the DBMS modules and interfaces as a software
package.
Tool developers design and implement tools—the software packages that facilitate database modeling and design,
database system design, and improved performance. They include packages for database design, performance monitoring,
natural language or graphical interfaces, prototyping, simulation, and test data generation.
Operators and maintenance personnel (system administration personnel) are responsible for the actual running and
maintenance of the hardware and software environment for the database system.

Advantages of Using the DBMS Approach
1. Controlling Redundancy:
Data redundancy (such as tends to occur in the "file processing" approach) leads to wasted storage space,
duplication of effort (when multiple copies of a datum need to be updated), and a higher likelihood of the
introduction of inconsistency.
On the other hand, redundancy can be used to improve performance of queries. Indexes, for example, are
entirely redundant, but help the DBMS in processing queries more quickly.
A DBMS should provide the capability to automatically enforce the rule that no inconsistencies are introduced
when data is updated.
2. Restricting Unauthorized Access:
A DBMS should provide a security and authorization subsystem, which the DBA uses to create accounts and to
specify account restrictions. Then, the DBMS should enforce these restrictions automatically.
Department of ISE, Atria. I.T

Page 10

Data Base Management System

18CS53

3. Providing Persistent Storage for Program Objects:
Object-oriented database systems make it easier for complex runtime objects (e.g., lists, trees) to be saved in
secondary storage so as to survive beyond program termination and to be retrievable at a later time.
4. Providing Storage Structures and Search Techniques for Efficient Query Processing:
Database systems must provide capabilities for efficiently executing queries and updates. The query processing
and optimization module of the DBMS is responsible for choosing an efficient query execution plan for each
query based on the existing storage structures.
5. Providing Backup and Recovery:
A DBMS must provide facilities for recovering from hardware or software failures. The backup and recovery
subsystem of the DBMS is responsible for recovery.

6. Providing Multiple User Interfaces:
Many types of users with varying levels of technical knowledge use a database, a DBMS should provide a variety
of user interfaces. For example, query languages for casual users, programming language interfaces for
application programmers, forms and/or command codes for parametric users, menu-driven interfaces for standalone users.
7. Representing Complex Relationships Among Data:
A DBMS must have the capability to represent a variety of complex relationships among the data, to define new
relationships as they arise, and to retrieve and update related data easily and efficiently.
8. Enforcing Integrity Constraints:
Most database applications have certain integrity constraints that must hold for the data. The
simplest type of integrity constraint involves specifying a data type for each data item.
A more complex type of constraint that frequently occurs involves specifying that a record in one file must be
related to records in other files. This is known as a referential integrity constraint.
Another type of constraint specifies uniqueness on data item values, this is known as a key or uniqueness
constraint.
9. Permitting Inferencing and Actions Via Rules:
In a deductive database system, one may specify declarative rules that allow the database to infer new data! E.g.,
Figure out which students are on academic probation. Such capabilities would take the place of application
programs that would be used to ascertain such information otherwise.
Active database systems go one step further by allowing "active rules" that can be used to initiate actions
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automatically.
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A Brief History of Database Applications


Early Database Applications:
 The Hierarchical and Network Models were introduced in mid 1960s and dominated during the 70’s




A bulk of the worldwide database processing still occurs using these models

Relational Model based Systems:
 Relational model was originally introduced in 1970, was heavily researched and experimented with in
IBM Research and several universities
Object-oriented and emerging applications: Object-Oriented Database Management Systems (OODBMSs) were
introduced in late 1980s and early 1990s to cater to the need of complex data processing in CAD and other
applications.



Their use has not taken off much.
Many relational DBMSs have incorporated object database concepts, leading to a new category called objectrelational DBMSs (ORDBMSs)
Extended relational systems add further capabilities (e.g. for multimedia data, XML, and other data types)



Relational DBMS Products emerged in the 1980s



Data on the Web and E-commerce Applications



Web contains data in HTML (Hypertext markup language) with links among pages.



This has given rise to a new set of applications and E-commerce is using new standards like XML
(eXtendedMarkup Language)
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Script programming languages such as PHP and JavaScript allow generation of dynamic Web pages that are
partially generated from a database



New functionality is being added to DBMSs in the following areas:
 Scientific Applications


XML (extensible Markup Language)



Image Storage and Management

 Audio and Video data management


Data Warehousing and Data Mining



Spatial data management



Time Series and Historical Data Management

 The above gives rise to new research and development in incorporating new data types, complex data
structures, new operations and storage and indexing schemes in database systems.
 Also allow database updates through Web pages

When Not to Use a DBMS


Main inhibitors (costs) of using a DBMS:
 High initial investment and possible need for additional hardware.
 Overhead for providing generality, security, concurrency control, recovery, and integrity functions.



When a DBMS may be unnecessary:
 If the database and applications are simple, well defined, and not expected to change.





If there are stringent real-time requirements that may not be met because of DBMS overhead.



If access to data by multiple users is not required.

When no DBMS may suffice:
 If the database system is not able to handle the complexity of data because of modeling limitations.


If the database users need special operations not supported by the DBMS.
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CHAPTER 2
OVERVIEW OF DATABASE LANGUAGES AND ARCHITECTURES
Data Models, Schemas, and Instances
One fundamental characteristic of the database approach is that it provides some level of data abstraction.

Data abstraction generally refers to the suppression of details of data organization and storage, and the highlighting of the
essential features for an improved understanding of data.
One of the main characteristics of the database approach is to support data abstraction so that different users can
perceive data at their preferred level of detail.
A data model—a collection of concepts that can be used to describe the structure of a database—provides the necessary
means to achieve this abstraction
By structure of a database means the data types, relationships, and constraints that apply to the data. Most data models
also include a set of basic operations for specifying retrievals and updates on the database.

Categories of Data Models
1. High-level or conceptual data models
-provide concepts that are close to the way many users perceive data
-use concepts such as entities, attributes, and relationships.
 An entity represents a real-world object or concept, such as an employee or a project from the miniworld that is
described in the database.
 An attribute represents some property of interest that further describes an entity, such as the employee’s name or
salary.
 A relationship among two or more entities represents an association among the entities., for example, a workson relationship between an employee and a project.
2.Low-level or physical data models
- provide concepts that describe the details of how data is stored on the computer storage media, typically magnetic
disks.
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- Concepts provided by low-level data models are generally meant for computer specialists, not for end users

3. Representational (or implementation) data models
- provide concepts that may be easily understood by end users but that are not too far removed from the way data is
organized in computer storage
-in between high level and low level
- hide many details of data storage on disk but can be implemented on a computer system directly

Schemas
The description of a database is called the database schema, which is specified during database design and is not
expected to change frequently.
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A displayed schema is called a schema diagram
Object in the schema—such as STUDENT or COURSE—a schema construct
A schema diagram displays only some aspects of a schema, such as the names of record types and data items, and some types
of constraints.
The actual data in a database may change quite frequently. Changes every time we add a new student or enter a new grade.
The data in the database at a particular moment in time is called a database state or SNAPSHOT. It is also called the
currentset of occurrences or instances in the database.. In a given database state, each schema construct has its own
current set of instances; for example, the STUDENT construct will contain the set of individual student entities (records)

as its instances.
fig: Schema diagram for the University database
When we define a new database, we specify its database schema only to the DBMS. At this point, the corresponding
database state is the empty state with no data.
We get the initial state of the database when the database is first populated or loaded with the initial data. From then on,
every time an update operation is applied to the database, we get another database state.
At any point in time, the database has a current state.
The DBMS is partly responsible for ensuring that every state of the database is a valid state—that is, a state that
satisfies the structure and constraints specified in the schema.
The DBMS stores the descriptions of the schema constructs and constraints—also called the meta-data—in the DBMS
catalog .
The schema is sometimes called the INTENSION, and a database state is called an EXTENSIONof the schema.
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Application requirements change occasionally, which is one of the reasons why software maintenance is important. On
such occasions, a change to a database's schema may be called for. An example would be to add a Date_of_Birth
field/attribute to the STUDENT table. Making changes to a database schema is known as SCHEMA EVOLUTION.
Most modern DBMS's support schema evolution operations that can be applied while a database is operational.
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Three schema architecture and data independence
The Three-Schema Architecture
The goal of the three-schema architecture is to separate the user applications from the physical database.

In this architecture, schemas can be defined at the following three levels:
1. The internal level has an internal schema,
-describes the physical storage structure of the database.
-uses a physical data model and describes the complete details of data storage and access paths for the
database.
2. The conceptual level has a conceptual schema,
-describes the structure of the whole database for a community of users
-hides the details of physical storage structures and concentrates on describing entities, data types, relationships,
user operations, and constraints
-representational data model is used to describe the conceptual schema when a database system is implemented
-This implementation conceptual schema is often based on a conceptual schema design in a high-level data
model.

3. The external or view level includes a number of external schemas or user views,
-describes the part of the database that a particular user group is interested in and hides the rest of the
database from that user group.
-As in the previous level, each external schema is typically implemented using a representational data model,
possibly based on an external schema design in a high-level data model.
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The DBMS must transform a request specified on an external schema into a request against the conceptual schema, and
then into a request on the internal schema for processing over the stored database.
If the request is a database retrieval, the data extracted from the stored database must be reformatted to match the user’s
external view. The processes of transforming requests and results between levels are called mappings.
These mappings may be time-consuming, so some DBMSs—especially those that are meant to support small databases—
do not support external views.
Even in such systems, however, a certain amount of mapping is necessary to transform requests between the conceptual
and internal levels.
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Data Independence
Data independence, which can be defined as the capacity to change the schema at one level of a database
system without having to change the schema at the next higher level.
We can define two types of data independence:
1. Logical data independence
-capacity to change the conceptual schema without having to change external schemas or application
programs
-change the conceptual schema to expand the database, to change constraints, or to reduce the
database
-changes to constraints can be applied to the conceptual schema without affecting the external schemas
or application programs
2. Physical data independence
-capacity to change the internal schema without having to change the conceptual schema. Hence, the
external schemas need not be changed as well
-by creating additional access structures—to improve the performance of retrieval or update.

Database Languages and Interfaces
DBMS Languages
DBMS packages provide an integrated feature of above languages into a single language called Structured Query
Language.
Data definition language (DDL), is used by the DBA and by database designers to define both schemas.
Storage definition language (SDL), is used to specify the internal schema.
View definition language (VDL), to specify user views and their mappings to the conceptual schema.
Data manipulation language(DML) provides set of operations like retrieval, insertion, deletion, and modification of the
data.
There are two main types of DMLs.
A high-level or nonprocedural
DML
can be used on its own to specify complex database operations concisely Many DBMS
high-level DML statements either to be entered interactively from a display monitor or terminal or to be
embedded in a general-purpose programming language.
can specify and retrieve many records in a single DML statement; therefore, they are called set-at-a-time or setoriented DMLs
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language

A lowlevel or procedural
DML
must be embedded in a general-purpose programming language
retrieves individual records or objects from the database and processes each separately
to retrieve and process each record from a set of records. Low-level DMLs are also called record-at-a-time DMLs

Whenever DML commands, whether high level or low level, are embedded in a general-purpose programming language, that
language is called the host language and the DML is called the data sublanguage.
A high-level DML used in a standalone interactive manner is called a query language.

DBMS Interfaces
Menu-Based Interfaces for Web Clients or Browsing. These interfaces present the user with lists of options
(called menus) that lead the user through the formulation of a request.
Forms-Based Interfaces displays a form to each user. Users can fill out all of the form entries to insert new data,
or they can fill out only certain entries, in which case the DBMS will retrieve matching data for the remaining
entries.
Graphical User Interfacesdisplays a schema to the user in diagrammatic form. The user then can specify a query
by manipulating the diagram. GUIs utilize both menus and forms. Most GUIs use a pointing device.
Natural Language Interfaces accepts requests written in English or some other language and attempt to
understand them.
Speech Input and Output use of speech as an input query and speech as an answer to a question or result.The
speech input is detected using a library of predefined words and used to set up the parameters that are supplied to
the queries.
Interfaces for Parametric Users such as bank tellers, often have a small set of operations that they must
perform repeatedly.
Interfaces for the DBA. DBA use privileged commands. These include commands for creating accounts, setting
system parameters, granting account authorization, changing a schema, and reorganizing the storage structures of
a database.
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The Database System Environment

The figure is divided into two parts.
The top part of the figure refers to the various users of the database environment and their interfaces.
The lower part shows the internals of the DBMS responsible for storage of data and processing of transactions.
The database and the DBMS catalog are usually stored on disk. Access to the disk is controlled primarily by the operating
system (OS), which schedules disk read/write.
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Many DBMSs have their own buffer management module to schedule disk read/write.
Stored data manager controls access to DBMS information that is stored on disk, whether it is part of the database or the
catalog.
Top half figure:
it shows interfaces for the DBA staff, casual users who work with interactive interfaces to formulate queries
application programmers who create programs using some host programming languages
parametric users who do data entry work by supplying parameters to predefined transactions.
the DBA staff works on defining the database and tuning it by making changes to its definition using the
DDL and other privileged commands
DBA staff:
The DDL compiler processes schema definitions, specified in the DDL, and stores descriptions of the schemas
(meta-data) in the DBMS catalog
The catalog includes information such as the names and sizes of files, names and data types of data items,
storage details of each file, mapping information among schemas, and constraints
Casual users:
interact using some form of interface, which we call the interactive query interface
queries are parsed and validated for correctness of the query syntax, the names of files anddata elements, and so
on by a query compiler that compiles them into an internal form
This internal query is subjected to query optimization
query optimizer is concerned with the rearrangement and possible reordering of operations, elimination of
redundancies, and use of correct algorithms and indexes during execution.
It consults the system catalog for statistical and other physical information about the stored data and generates
executable code that performs the necessary operations for the query and makes calls on the runtime processor
Application programmers
write programs in host languages such as Java, C, or C++ that are submitted to a precompiler
precompiler extracts DML commands from an application program
commands are sent to the DML compiler for compilation
rest of the program is sent to the host language compiler
The object codes for the DML commands and the rest of the program are linked, forming a canned transaction
An example is a bank withdrawal transaction where the account number and the amount may be supplied as
parameters
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In the lower part of Figure,
the runtime database processor executes
(1) the privileged commands
(2) the executable query plans, and
(3) the canned transactions with runtime parameters.
It works with the system catalog and may update it with statistics
It also works with the stored data manager, which in turn uses basic operating system services for carrying out
low-level input/output (read/write) operations between the disk and main memory
The runtime database processor handles other aspects of data transfer, such as management of buffers
concurrency control and backup and recovery systems, integrated into the working of the runtime database
processor for purposes of transaction management

Database System Utilities
DBMSs have database utilities that help the DBA manage the database system. Common
utilities have the following types of functions:
Loading
-

used to load existing data files—such as text files or sequential files—into the database

-

automatically reformats the data and stores it in the database

-

for loading programs, conversion tools are available like IDMS (Computer Associates), SUPRA (Cincom),
andIMAGE (HP)

Backup
-

creates a backup copy of the database, by dumping the entire database onto tape

-

used to restore the database in case of catastrophic disk failure

-

Incremental backups are also often used, to save space

Database storage reorganization
-

used to reorganize a set of database files into different file organizations to improve performance

Performance monitoring
-

monitors database usage and provides statistics to the DBA.

-

Statistics used for making decisions

Other utilities may be available for sorting files, handling data compression, monitoring access by users, interfacing with the
network, and performing other functions.
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Tools, Application Environments, and Communications Facilities

CASE tools are used in the design phase of database systems
Data dictionary (or data repository) system for storing catalog information about schemas and constraints
Information repository stores information such as design decisions, usage standards, application program
descriptions, and user information
Application development environmentsystems provide an environment for developing database applications,
including database design, GUI development, querying and updating, and application program development
Communications software, whose function is to allow users at locations remote from the database system siteto
access the database through computer terminals, workstations, or personal computers
These are connected to the database site through data communications hardware such as Internet routers,
phone lines, long-haul networks, local networks, or satellite communication devices
The integrated DBMS and data communications system is called a DB/DC system
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Centralized and Client/Server Architectures for DBMSs
Centralized DBMSs Architecture

Earlier architectures used mainframe computers to provide the main processing for all system functions
These mainframes replaced by users with their terminals with PCs and workstations
DB systems used these computers similarly to how they had used display terminals
So that the DBMS itself was still a centralized DBMS in which all the DBMS functionality, application
program execution, and user interface processing were carried out on one machine
Gradually, DBMS systems started to exploit the available processing power at the user side, which led to
client/server
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DBMS architectures Basic Client/Server Architectures

The client/server architecture was developed to deal with computing environments in which a large number of
PCs, workstations, file servers, printers, database servers, Web servers, e-mail servers, and other software and
equipment are connected via a network.
The idea is to define specialized servers with specific functionalities
it is possible to connect a number of PCs or small workstations as clients to a file server that maintains the files
of the client machines
Another machine can be designated as a printer server by being connected to various printers; all print requests by
the clients are forwarded to this machine
Web servers or e-mail servers also fall into the specialized server category. The resources provided by
specialized servers can be accessed by many client machines
The client machines provide the user with the appropriate interfaces to utilize these servers, as well as with local
processing power to run local applications.
This concept can be carried over to other software packages, with specialized programs—such as a CAD
(computer-aided design) package
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Physical two-tier client/server architecture
 Some machines would be client sites only,other machines would be dedicated servers, and others would have
both client and server functionality
 The concept of client/server architecture assumes an underlying framework that consists of many PCs and
workstations as well as a smaller number of mainframe machines, connected via LANs and other types of
computer networks


A client machine provides user machine that provides user interface capabilities and local processing



A server is a system containing both hardware and software that can provide services to the client machines,
such as file access, printing, archiving, or database access.

 In general, some machines install only client software, others only server software, and still others may include
both client and server software
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Two-Tier Client/Server Architectures for DBMS
 in relational database management systems (RDBMSs), many of which started as centralized systems, the system
components that were first moved to the client side were the user interface and application programs
 SQL provided a standard language for RDBMSs, this created a logical dividing point between client and server
 hence, the query and transaction functionality related to SQL processing remained on the server side
 in such an architecture, the server is often called a query server or transaction server
 in an RDBMS, the server is also often called an SQL server
 the user interface programs and application programs can run on the client side
 when DBMS access is required, the program establishes a connection to the DBMS (which is on the server side);
once the connection is created, the client program can communicate with the DBMS
 A standard called Open Database Connectivity (ODBC) provides an application programming interface (API)
 The 2nd approach to two-tier client/server architecture was taken by some object-oriented DBMSs, where the
software modules of the DBMS were divided between client and server
 theserver level may include the part of the DBMS software responsible for handling data storage on disk pages,
local concurrency control and recovery, buffering and caching of disk pages, and other such functions.
 the client level may handle the user interface, data dictionary functions, DBMS interactions with programming
language compilers, global query optimization, concurrency control, and recovery across multiple servers,
structuring of complex objects from the data in the buffers
 The architectures described here are calledtwo-tier architectures because the software components are distributed
over two systems: client and server.


The advantages of this architecture:
-

simplicity and seamless compatibility with existing systems
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Three-Tier and n-Tier Architectures for Web Applications

Many Web applications use an architecture called the three-tier architecture, which adds an intermediate layer
between the client and the database server
This intermediate layer or middle tier is called the application server or the Web server, depending on the
application
This server plays an intermediary role by running application programs and storing business rules (procedures or
constraints) that are used to access data from the database server
It can also improve database security by checking a client’s credentials before forwarding a request to the
database server
Clients contain GUI interfaces and some additional application-specific business rules
The intermediate server accepts requests from the client, processes the request and sends database queries and
commands to the database server, and then acts as a conduit for passing (partially) processed data from the
database server to the clients
Thus, the user interface, application rules, and data access act as the three tiers
The presentation layer displays information to the user and allows data entry
The business logic layer handles intermediate rules and constraints before data is passed up to the user or down to
the DBMS
The bottom layer includes all data management services. The middle layer can also act as a Web server, which
retrieves query results from the database server and formats them into dynamic Web pages that are viewed by the
Web browser at the client side
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If business logic layer is divided into multiple layer, then called as n-tier architecture
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Classification of Database Management Systems
Data Model
-

Used in commercial DBMS [eg: relational data model, object data model]

-

Many legacy applications still run on database systems based on the hierarchical and network data
models

Number of users
-

Single-user systems support only one user at a time and are mostly used with PCs

-

Multiuser systems, which include the majority of DBMSs, support concurrent multiple users

Number of sites
-

Centralized DBMS : the data is stored at a single computer site

-

Distributed DBMS [DDBMS] : DBMS software distributed over many sites

-

Homogeneous DDBMSs use the same DBMS software at all the sites

-

Heterogeneous DDBMSs can use different DBMS software at each site

Cost
-

Open source like MYSQL &Postgre SQL

-

30 day copy versions

-

Sold in form of licenses

Types of access path
-

inverted file structures

-

general purpose or special purpose

-

online transaction processing (OLTP) system
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Other important data models Network model
-

represents data as record types and also represents a limited type of 1:N relationship, called a set type

Hierarchical model
-

represents data as hierarchical tree structures

-

Each hierarchy represents a number of related records
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CHAPTER 3
CONCEPTUAL DATA MODELLING USING ENTITIES AND RELATIONSHIPS

Conceptual modeling is a very important phase in designing a successful database application

Using High-Level Conceptual Data Models for Database Design

The main phases of database design are:
Requirements Collection and Analysis: purpose is to produce a description of the users' requirements.
Conceptual Design: purpose is to produce a conceptual schema for the database, including detailed descriptions
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of entity types, relationship types, and constraints. All these are expressed in terms provided by the data model
being used. Eg: ER model
Implementation: purpose is to transform the conceptual schema (which is at a high/abstract level) into a (lowerlevel) representational/implementational model supported by whatever DBMS is to be used.
Physical Design: purpose is to decide upon the internal storage structures, access paths (indexes), etc., that will
be used in realizing the representational model produced in previous phase.
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A Sample Database Application
The COMPANY database keeps track of a company’s employees, departments, and projects.
The company is organized into departments. Each department has a unique name, a unique number, and a
particular employee who manages the department. We keep track of the start date when that employee
began managing the department. A department may have several locations.
A department controls a number of projects, each of which has a unique name, a unique number, and a
single location.
The database will store each employee’s name, Social Security number,address, salary, sex (gender), and
birth date. An employee is assigned to one department, but may work on several projects, which are not
necessarily controlled by the same department. It is required to keep track of the current number of hours per
week that an employee works on each project, as well as the direct supervisor of each employee (who is
another employee).
The database will keep track of the dependents of each employee for insurance purposes, including each
dependent’s first name, sex, birth date, and relationship to the employee.
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Entity Types, Entity Sets, Attributes, and Keys

The ER model describes data as entities, relationships, and attributes.
Entities and Attributes

Entity, which is a thing or object in the real world with an independent existence.
An entity may be an
- object with a physical existence (for example, a particular person, car, house, or employee)
or
- object with a conceptual existence (for instance, a company, a job, or a university course)
Each entity has attributes—the particular properties that describe it. For example, an EMPLOYEE
entity may be described by the employee’s name, age, address, salary, and job

The above fig shows two entities and the values of their attributes.
The EMPLOYEE entity e1 has four attributes: Name, Address, Age, and Home_phone; their values are
‘JohnSmith,’ ‘2311 Kirby, Houston, Texas 77001’, ‘55’, and ‘713-749-2630’, respectively.
The COMPANY entity c1 has three attributes: Name, Headquarters, and President; their values are
‘SuncoOil’, ‘Houston’, and ‘John Smith’, respectively.
Types of attributes occur in the ER model
 simple versus composite
 single valued versus multivalued
 stored versus derived
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Composite attributescan be divided into smaller subparts.
For eg: the Address attribute of the EMPLOYEE entity can be subdivided into
Street_address, City, State, and Zip, 3 with the values ‘2311 Kirby’, ‘Houston’,
‘Texas’, and ‘77001’.
Attributes that are not divisible are calledsimple or atomic attributes.
For eg: attribute Age cannot be divided
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single-valued
Most attributes have a single value for a particular entity
For eg:Age is a single-valued attribute of a person
Multivalued
An entity having multiple values for that attribute
For eg: color of a color color={black,red}
Person’s degree degree={BE, MTech, PhD}
Stored and Derived attribute
 Two (or more) attribute values are related—for eg: the Age and Birth_date attributes of a person
 The value of Age can be determined from the current (today’s) date and the value of that person’s
Birth_date
 The Age attribute is hence called a derived attribute
 Birth_date attribute is called a stored attribute
NULL Values
 In some cases, a particular entity may not have an applicable value for an attribute.
foreg, the Apartment_number attribute of an address applies only to addresses that are in apartment
buildings and not to other types of residences, such as single-family homes
College_degrees attribute applies only to people with college degrees
Complex Attributes
 composite and multivalued attributes can be nested arbitrarily
 arbitrary nesting by grouping components of a composite attribute between parentheses ( ) andseparating
the components with commas, and by displaying multivalued attributes between braces { }. Such
attributes are called complex attributes
 For example, if a person can have more than one residence and each residence can have a single address
and multiple phones, an attribute Address_phone for a person
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Entity Types, Entity Sets, Keys, and Value Sets
Entity Types and Entity Sets
 entity type defines a collection (or set) of entities that have the same attributes
 each entity type in the database is described by its name and attributes
 below figure shows two entity types: EMPLOYEE and COMPANY, and a list of some of the
attributes for each

 The collection of all entities of a particular entity type in the database at any point in time is called an
entity set or entity collection
 entity set is usually referred to using the same name as the entity type
 An entity type is represented in ER diagrams as a rectangular box
 Attribute names are enclosed in ovals and are attached to their entity type by straight lines
 Composite attributes are attached to their component attributes by straight lines
 Multivalued attributes are displayed in double ovals
 collection of entities of a particular entity type is grouped into an entity set, which is also called the
extension of the entity type
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Key Attributes of an Entity Type
 important constraint on the entities of an entity type is the key or uniqueness constraint onattributes
 An entity type usually has one or more attributes whose values are distinct for each individual entity
in the entity set. Such an attribute is called a key attribute, and its values can be used to identify
each entity uniquely
 For eg, the Name attribute is a key of the COMPANY entity type in because no two companies are
allowed to have the same name
For the PERSON entity type, a typical key attribute isSsn
 Specifying that an attribute is a key of an entity type means that the preceding uniqueness property
must hold for every entity set of the entity type
 Hence, it is a constraint that prohibits any two entities from having the same value for the key
attribute at the same time
 Some entity types have more than one key attribute
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For eg, each of the Vehicle_id and Registration attributes of the entity type CAR is a key in its own right

Value Sets (Domains) of Attributes
 Each simple attribute of an entity type is associated with a value set (or domain of values), which
specifies the set of values that may be assigned to that attribute for each individual entity
 if the range of ages allowed for employees is between 16 and 70, we can specify the value set of the
Age attribute of EMPLOYEE to be the set of integer numbers between 16 and 70
 Value sets are not typically displayed in basic ER diagrams and are similar to the basic data types
available in most programming languages, such as integer, string, Boolean, float, enumerated type,
subrange, and so on
 Mathematically, an attribute A of entity set E whose value set is V can be defined as a function from E
to the power set P(V) of V:

A : E → P(V)

 We refer to the value of attribute A for entity e as A(e).
 The previous definition covers both single-valued and multivalued attributes, as well as NULLs.
 A NULL value is represented by the empty set
 For single-valued attributes, A(e) is restricted to being a singleton set for each entity e in E
 no restriction on multivalued attributes
 For a composite attribute A, the value set V is the power set of the Cartesian product of P(V1), P(V2),
. . . , P(Vn), where V1, V2, . . . , Vn are the value sets of the simple component attributes that form A:
V = P(P(V1) × P(V2) × . . . × P(Vn))
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Initial Conceptual Design of the COMPANY Database
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Relationship Types, Relationship Sets, Roles, and Structural Constraints

whenever an attribute of one entity type refers to another entity type, some relationship exists
for example, the attribute Manager of DEPARTMENT refers to an employee who manages the department,the
attribute Controlling_department of PROJECT refers to the department that controls the project
in the ER model, these references should not be represented as attributes but as relationships
Relationship Types, Sets, and Instances
A relationship type R among n entity types E1, E2, . . . , En defines a set of associations—or a
relationship set—among entities from these entity types
entity types and entity sets, a relationship type and its corresponding relationship set are customarily referred to
by the same name, R
Mathematically, the relationship set R is a set of relationship instances ri, where each ri associates n individual
entities (e1, e2, . . . , en), and each entity ej in ri is a member of entity set Ej , 1 ≤ j ≤ n
a relationship set is a mathematical relation on E1, E2, . . . , En; alternatively, it can be defined as a subset of
the Cartesian product of the entity sets E1 × E2 × . . . × En
each of the entity types E1, E2, . . . , En is said to participate in the relationship type R
each of the individual entities e1, e2, . . , en is said to participate in the relationship instanceri = (e1, e2, . . ,
en)
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consider a relationship type WORKS_FOR between the two entity types EMPLOYEE and DEPARTMENT,
which associates each employee with the department for which the employee works. Each relationship
instance in the relationship set WORKS_FOR associates one EMPLOYEE entity and one DEPARTMENT
entity.
the employees e1, e3, and e6 work for department d1
the employees e2 and e4 work for department d2; and the employees e5 and e7 work for department d3
In ER diagrams, relationship types are displayed as diamond-shaped boxes, which are connected by straight
lines to the rectangular boxes representing the participating entity types. The relationship name is displayed in
the diamond-shaped box
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Relationship Degree, Role Names, and Recursive Relationships

Degree of a Relationship Type: The degree of a relationship type is the number of participating entity types
Hence, the WORKS_FOR relationship is of degree two.
A relationship type of degree two is called binary, and one of degree three is called ternary
An example of a ternary relationship is SUPPLY, shown in Figure, where each relationship instance ri
associates three entities—a supplier s, a part p, and a project j—whenever s supplies part p to project j.
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Role Names and Recursive Relationships
Each entity type that participates in a relationship type plays a particular role in the relationship
the role name signifies the role that a participating entity from the entity type plays in each relationship
instance
For example, in the WORKS_FOR relationship type, EMPLOYEE plays the role of employee or worker
andDEPARTMENT plays the role of department or employer
same entity type participates more than once in a relationship type in different roles, such relationship types
are called recursive relationships
Constraints on Binary Relationship Types
Relationship types usually have certain constraints that limit the possible combinations of entities that may
participate in the corresponding relationship set
These constraints are determined from the miniworld situation that the relationships represent
two main types of binary relationship constraints:
cardinality ratio

Structural constriants

participation constraint

Cardinality Ratios for Binary Relationships
The cardinality ratio for a binary relationship specifies the maximum number of relationship instances
that an entity can participate in.
For example, in the WORKS_FOR binary relationship type, DEPARTMENT:EMPLOYEE is of
cardinality ratio 1:N, meaning that each department can be related to (that is, employs) any number of employees
(N),9 butan employee can be related to (work for) at most one department (1)
The possible cardinality ratios for binary relationship types are 1:1, 1:N, N:1, and M:N
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In 1:1 an employee can manage at most one department and a department can have at most one manager
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In M:Nan employee can work on several projects and a project can have several employees

Cardinality ratios for binary relationships are represented on ER diagrams by displaying 1, M, and N on the
diamonds
Participation Constraints and Existence Dependencies
The participation constraint specifies whether the existence of an entity depends on its being related to
another entity via the relationship type
This constraint specifies the minimum number of relationship instances that each entity can participate in and is
sometimes called the minimum cardinality constraint
There are two types of participation constraints—total and partial
If a company policy states that every employee must work for a department, then an employee entity can exist
only if it participates in at least one WORKS_FOR relationship instance . Thus, the participation of
EMPLOYEE in WORKS_FOR is calledtotal participation, meaning that every entity in the total set of
employee entities must be related to a department entity via WORKS_FOR. Total participation is also
calledexistence dependency.
we do not expect every employee to manage a department, so the participation of EMPLOYEE in the
MANAGES relationship type is partial, meaning that some or part of the set of employee entities are related to
some department entity via MANAGES, but not necessarily all
In ER diagrams, total participation (or existence dependency) is displayed as a double line connecting
the participating entity type to the relationship, whereas partial participation is represented by a single
line
Attributes of Relationship Types
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Relationship types can also have attributes, similar to those of entity types.
For example, to record the number of hours per week that a particular employee works on a particular
project, we can include an attribute Hours for the WORKS_ON relationship type
to include the date on which a manager started managing a department via an attribute Start_date for the
MANAGES relationship type

Weak Entity Types
Entity types that do not have key attributes of their own are called weak entity types
In contrast, regular entity types that do have a key attribute—are called strong entity types
Entities belonging to a weak entity type are identified by being related to specific entities from another entity
type in combination with one of their attribute values.
We call this other entity type the identifying or owner entity type, and we call the relationship type that
relates a weak entity type to its owner the identifying relationship of the weak entity type
A weak entity type always has a total participation constraint with respect to its identifying relationship because
a weak entity cannot be identified without an owner entity
A weak entity type normally has a partial key, which is the attribute that can uniquely identify weak entities
that are related to the same owner entity
assume that no two dependents of the same employee ever have the same first name, the attribute Name of
DEPENDENT is the partial key
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ER Diagrams, Naming Conventions, and Design Issues
Proper Naming of Schema Constructs
choose names that convey the meanings attached to the different constructs in the schema
use singular names for entity types, rather than plural ones
use the convention that entity type and relationship type names are in uppercase letters, attribute names have their
initial letter capitalized, and role names are in lowercase letters
nouns appearing in the narrative tend to give rise to entity type names, and the verbs tend to indicate names of
relationship types
choosing binary relationship names to make the ER diagram of the schema readable from left to right and from
top to bottom
Design Choices for ER Conceptual Design
schema design process should be considered an iterative refinement process, where an initial design is created and
then iteratively refined until the most suitable design is reached. Some of the refinements that are often used include
the following:
A concept may be first modeled as an attribute and then refined into a relationship because it is determined that
the attribute is a reference to another entity type
Similarly, an attribute that exists in several entity types may be elevated or promoted to an independent entity
type. For example, suppose that each of several entity types in a UNIVERSITY database, such as STUDENT,
INSTRUCTOR, and COURSE, has an attribute Department in the initial design; the designer may then choose to
create an entity type DEPARTMENT with a single attribute Dept_name and relate it to the three entity types
(STUDENT, INSTRUCTOR, and COURSE) via appropriate relationships
An inverse refinement to the previous case may be applied—for example, if an entity type DEPARTMENT
exists in the initial design with a single attribute Dept_name and is related to only one other entity type,
STUDENT. In this case, DEPARTMENT may be reduced or demoted to an attribute of STUDENT
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Summary of the notation for ER diagrams
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ER diagrams for the company schema, with structural constraints specified using (min,
max) notation and role names
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Example of Other Notation: UML Class Diagrams
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Relationship Types of Degree Higher than Two
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Choosing between Binary and Ternary (or Higher-Degree) Relationships

The ER diagram notation for a ternary relationship type is shown in Figure (a), which displays the schema for
the SUPPLY relationship type that was displayed at the entity set/relationship set or instance level
Recall that the relationship set of SUPPLY is a set of relationship instances (s, j, p), where s is a SUPPLIER
who is currently supplying a PART p to a PROJECT j
In general, a relationship type R of degree n will have n edges in an ER diagram, one connecting R to each
participating entity type.
Figure (b) shows an ER diagram for three binary relationship types CAN_SUPPLY, USES, and SUPPLIES
In general, a ternary relationship type represents different information than do three binary relationship types
Consider the three binary relationship types CAN_SUPPLY, USES, and SUPPLIES. Suppose that
CAN_SUPPLY, between SUPPLIER and PART, includes an instance (s, p) whenever supplier s can supply part p
(to any project); USES, between PROJECT and PART, includes an instance (j, p) whenever project j uses part p;
and SUPPLIES, between SUPPLIER and PROJECT, includes an instance (s, j) whenever supplier s supplies
some part to project j. The existence of three relationship instances (s, p), (j, p), and (s, j) in CAN_SUPPLY,
USES, and SUPPLIES, respectively, does not necessarily imply that an instance (s, j, p) exists in the ternary
relationship SUPPLY, because the meaning is different.
It is often tricky to decide whether a particular relationship should be represented as a relationship type of degree
n or should be broken down into several relationship types of smaller degrees
The designer must base this decision on the semantics or meaning of the particular situation being represented
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An ER diagram UNIVERSITY DB
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Fig: An ER diagram for an AIRLINE DB
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An ER diagram for BANK DB

An ER diagram for MailOrder DB
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An ER diagram for MOVIE DB
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SPECIALIZATION AND GENERALIZATION

Specializationis the process of defining a set of subclasses of an entity type; this entity type is called
the superclass of the specialization.
The set of subclasses that forms a specialization is defined on the basis of some distinguishing
characteristic of the entities in the superclass.
For example, the set of subclasses {SECRETARY, ENGINEER, TECHNICIAN} is a specialization of
the superclass EMPLOYEE that distinguishes among employee entities based on the job type of each

employee.
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Generalization

One can think of a reverse process of abstraction in which suppress the differences among several entity
types, identify their common features, and generalize them into a single superclass of which the
original entity types are special subclasses.
For example, consider the entity types CAR and TRUCK shown in below figure . Because they have
several common attributes, they can be generalized into the entity type VEHICLE, as shown in Figure.
Both CAR and TRUCK are now subclasses of the generalized superclass VEHICLE. We use the
term
generalization to refer to the process of defining a generalized entity type from the given entity types.
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MODULE 2

Relational Model: Relational Model Concepts, Relational
Model Constraints and relational database schemas, Update
operations, transactions, and dealing with constraint violations.

Relational Algebra: Unary and Binary relational operations,
additional relational

operations (aggregate,

grouping,

etc.)

Examples of Queries in relational algebra.

Mapping Conceptual Design into a Logical Design:
Relational Database Design using ER-to-Relational mapping.

SQL:SQL data definition and data types, specifying constraints in
SQL, retrieval queries in SQL, INSERT, DELETE, and UPDATE
statements in SQL, Additional features of SQL.
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Relational Model:
2.1 Relational Model Concepts
The relational model represents the database as a collection of relations.
Informally, each relation resembles a table of values or, to some extent, a flat file of records
A relation is thought of as a table of values, each row in the table represents a collection of related data
values.
A row represents a fact that typically corresponds to a real-world entity or relationship. The table name
and column names are used to help to interpret the meaning of the values in each row.
In the formal relational model terminology,
a row

a tuple, a column header

an attribute, and the table

a relation. The data type describing the

types of values that can appear in each column is represented by a domain of possible values.

Domains, Attributes, Tuples, and Relations
A domain D is a set of atomic values. By atomic means each value in the domain is indivisible in formal
relational model. A common method of specifying a domain is to specify a data type from which the data
values forming the domain are drawn.
Some examples of domains follow:
USA_phone_number: string of digits of length ten
SSN: string of digits of length nine
Name: string of characters beginning with an upper case letter
GPA: a real number between 0.0 and 4.0
Sex: a member of the set { female, male }
Dept_Code: a member of the set { CMPS, MATH, ENGL, PHYS, PSYC, ... }
A relation schema R, denoted by R(A1, A2, … , An), is made up of a relation name R and a list of
attributes, A1, A2, … , An.
Attribute: Ai is the name of a role played by some domain D in the relation schema R. D is called the
domain of Ai and is denoted by dom(Ai).
Tuple: A tuple is a mapping from attributes to values drawn from the respective domains of those
attributes. A tuple is intended to describe some entity (or relationship between entities) in the miniworld.
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R is called the name of this relation.
The degree (or arity) of a relation is the number of attributes n of its relation schema.
A relation of degree seven, which stores information about university students, would contain seven
attributes describing each student as follows:
STUDENT(Name, Ssn, Home_phone, Address, Office_phone, Age, Gpa)
Relational Database: A collection of relations, each one consistent with its specified relational schema.
A relation (or relation state) r of the relation schema R(A1, A2, … , An), also denoted by r(R), is a set
of n-tuples r = {t1, t2, … , tm}. Each n-tuple t is an ordered list of n values t =<v1,v2…,vn>
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Characteristics of Relations

1. Ordering of Tuples in a Relation
 A relation is defined as a set of tuples. Mathematically, elements of a set have no order among them;
hence, tuples in a relation do not have any particular order.
 Similarly, when tuples are represented on a storage device, they must be organized in some fashion,
and it may be advantageous, from a performance standpoint, to organize them in a way that depends
upon their content.

2. Ordering of Values within a Tuple
 The order of attributes and their values is not that important as long as the correspondence between
attributes and values is maintained.
 A tuple can be considered as a set of (<attribute>,<value> ) pairs, where each pair gives the value of
the mapping from an attribute Ai to a value vi from dom(Ai). The ordering of attributes is not
important, because the attribute name appears with its value.

3. Values and NULLs in the Tuples
 Each value in a tuple is an atomic value; that is, it is not divisible into components.
 An important concept is NULL values, which are used to represent the values of attributes that may
be unknown or may not apply to a tuple.
 NULL values has several meanings, such as value unknown, value exists but is not available, or
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attributedoes not apply to this tuple.

4. Interpretation (Meaning) of a Relation
 Each tuple in the relation can then be interpreted as a fact or a particular instance of the assertion.
 Each relation can be viewed as a predicate and each tuple in that relation can be viewed as an
assertion for which that predicate is satisfied (i.e., has value true) for the combination of values in it.
 Example:There exists a student having name Benjamin Bayer, having SSN 305-61-2435, having age
19, etc
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Relational Model Notation
The following notation are used for presentation:
A relation schema R of degree n is denoted by R(A1, A2, … , An).
The uppercase letters Q, R, S denote relation names.
The lowercase letters q, r, s denote relation states.
The letters t, u, v denote tuples.
In general, the name of a relation schema such as STUDENT also indicates the current set of tuples in
that relation—the current relation state—whereas STUDENT(Name, Ssn, …) refers only to the relation
schema.
An attribute A can be qualified with the relation name R to which it belongs by using the dot notation
R.A—for example, STUDENT.Name or STUDENT.Age. This is because the same name may be used
for two attributes in different relations.
An n-tuple t in a relation r(R) is denoted by t =<v1,v2, ….., vn> , where vi is the value corresponding to
attribute Ai. The following notation refers to component values of tuples:


Both t[Ai] and t.Ai (and sometimes t[i]) refer to the value vi in t for attribute Ai.



Both t[Au, Aw, … , Az] and t.(Au, Aw, … , Az), where Au, Aw, … , Az is a list of attributes
from R, refer to the subtuple of values from t corresponding to the attributes specified in the list.

2.2 Relational Model Constraints and Relational Database Schemas
Relational ModelConstraints on databases can generally be divided into three main categories:
1. Constraints that are inherent in the data model known as inherent model-based constraints or implicit
constraints.
2. Constraints that can be directly expressed in the schemas of the data model, typically by specifying them in
the DDL known as schema-based constraints or explicit constraints.
3. Constraints that cannot be directly expressed in the schemas of the data model, and hence must be expressed
and enforced by the application programs or in some other way known as application-based or semantic
constraints or business rules.
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The schema-based constraints include domain constraints, key constraints, constraints on NULLs, entity
integrity constraints, and referential integrity constraints.

1. Domain Constraints
 Domain constraints specify that within each tuple, the value of each attribute A must be an atomic value
from the domain dom(A).
 The data types associated with domains typically include standard numeric data types for integers and real
numbers. Characters, Booleans, fixed-length strings, and variable-length strings are also available, as are
date, time, timestamp, and other special data types.

2. Key Constraints and Constraints on NULL Values
 In the formal relational model, a relation is defined as a set of tuples.
 By definition, all elements of a set are distinct; hence, all tuples in a relation must also be distinct.
 This means that no two tuples can have the same combination of values for all their attributes. Usually,
there are other subsets of attributes of a relation schema R with the property that no two tuples in any
relation state r of R should have the same combination of values for these attributes.
 Suppose that we denote one such subset of attributes by SK; then for any two distinct tuples t1 and t2 in a
relation state r of R, we have the constraint that:
t1[SK] ≠ t2[SK]

Department of ISE, Atria. I.T

Page 7

Data Base Management System

18CS53

 A superkey SK specifies a uniqueness constraint that no two distinct tuples in any state r of R can have
the same value for SK.
 A key k of a relation schema R is a superkey of R with the additional property that removing any
attribute A from K leaves a set of attributes K′ that is not a superkey of R any more.
Hence, a key satisfies two properties:
1. Two distinct tuples in any state of the relation cannot have identical values for (all) the attributes in the
key. This uniqueness property also applies to a superkey.
2. It is a minimal superkey—that is, a superkey from which we cannot remove any attributes and still
have the uniqueness constraint hold. This minimality property is required for a key but is optional for a
superkey.

3. Relational Databases and Relational Database Schemas
 A relational database is a collection of many relations.
 A relational database schema S is a set of relation schemas S = {R1, R2, … , Rm} and a set of
integrity constraints IC.
 A relational database state DB of S is a set of relation states DB = {r1, r2, … ,rm} such that each ri is
a state of Ri and such that the ri relation states satisfy the integrity constraints specified in IC.
 A relational database schema that we call COMPANY = {EMPLOYEE, DEPARTMENT,
DEPT_LOCATIONS, PROJECT, WORKS_ON, DEPENDENT}.
 When we refer to a relational database, we implicitly include both its schema and its current state. A
database state that does not obey all the integrity constraints is called not valid, and a state that
satisfies all the constraints in the defined set of integrity constraints IC is called a valid state.

4. Entity Integrity, Referential Integrity, and Foreign Keys
 The entity integrity constraint states that no primary key value can be NULL. This is because the
primary key value is used to identify individual tuples in a relation.
 Key constraints and entity integrity constraints are specified on individual relations.
 The referential integrity constraint is specified between two relations and is used to maintain the
consistency among tuples in the two relations.
 Informally, the referential integrity constraint states that a tuple in one relation that refers to
another relation must refer to an existing tuple in that relation.
 For example, the attribute Dno of EMPLOYEE gives the department number for which each
employee works; hence, its value in every EMPLOYEE tuple must match the Dnumber value of
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some tuple in the DEPARTMENT relation.
 The conditions for a foreign key, given below, specify a referential integrity constraint between the
two relation schemas R1 and R2.
 A set of attributes FK in relation schema R1 is a foreign key of R1 that references relation R2 if it
satisfies the following rules:
1. The attributes in FK have the same domain(s) as the primary key attributes PK of R2; the
attributes FK are said to reference or refer to the relation R2.
2. A value of FK in a tuple t1 of the current state r1(R1) either occurs as a value of PK for some tuple
t2 in the current state r2(R2) or is NULL. In the former case, we have t1[FK] = t2[PK], and we say
that the tuple t1 references or refers to the tuple t2.
 In this definition, R1 is called the referencing relation and R2 is the referenced relation. If these two
conditions hold, a referential integrity constraint from R1 to R2 is said to hold.
 In the EMPLOYEE relation, the attribute Dno refers to the department for which an employee works;
hence, it is designated Dno to be a foreign key of EMPLOYEE referencing the DEPARTMENT
relation.
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 This means that a value of Dno in any tuple t1 of the EMPLOYEE relation must match a value of
Constraints the primary key of DEPARTMENT—the Dnumber attribute—in some tuple t2 of the
DEPARTMENT relation, or the value of Dno can be NULL if the employee does not belong to a
department or will be assigned to a department later.

Other types of constraints
 The salary of an employee should not exceed the salary of the employee’s supervisor and the
maximum number of hours an employee can work on all projects per week is 56. Such constraints
can be specified and enforced within the application programs that update the database, or by using a
general-purpose constraint specification language. Sometimes called as Semantic Integrity
constraint.
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2.3 Update Operations, Transactions, and Dealing with Constraint Violations

There are three basic operations that can change the states of relations in the database:
Insert, Delete, and Update (or Modify).
Insert is used to insert one or more new tuples in a relation.
Delete is used to delete tuples.
Update (or Modify) is used to change the values of some attributes in existing tuples.

The Insert Operation:
The Insert operation provides a list of attribute values for a new tuple t that is to be inserted into a
relation R.
Insert can violate any of the four types of constraints.
1. Domain constraints can be violated if an attribute value is given that does not appear in the
corresponding domain or is not of the appropriate data type.
2. Key constraints can be violated if a key value in the new tuple t already exists in another tuple in
the relation r(R).
3. Entity integrity can be violated if any part of the primary key of the new tuple t is NULL.
4. Referential integrity can be violated if the value of any foreign key in t refers to a tuple that does
not exist in the referenced relation.
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 If an insertion violates one or more constraints, the default option is to reject the insertion.
 Another option is to attempt to correct the reason for rejecting the insertion, but this is typically
not used for violations caused by Insert; rather, it is used more often in correcting violations for
Delete and Update.
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The Delete Operation


The Delete operation can violate only referential integrity.



This occurs if the tuple being deleted is referenced by foreign keys from other tuples in the

database.


To specify deletion, a condition on the attributes of the relation selects the tuple (or tuples) to be

deleted.
 Several options are available if a deletion operation causes a violation. The first option, called restrict, is
to reject the deletion.
 The second option, called cascade, is to attempt to cascade (or propagate) the deletion by deleting tuples
that reference the tuple that is being deleted. For example, in operation 2, the DBMS could automatically
delete the offending tuples from WORKS_ON with Essn = ‘999887777’.
 A third option, called set null or set default, is to modify the referencing attribute values that cause the
violation; each such value is either set to NULL or changed to reference another default valid tuple.

The Update Operation
The Update (or Modify) operation is used to change the values of one or more attributes in a tuple (or tuples) of
some relation R. It is necessary to specify a condition on the attributes of the relation to select the tuple (or
tuples) to be modified.
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A transaction is an executing program that includes some database operations, such as reading from the
database, or applying insertions, deletions, or updates to the database. At the end of the transaction, it must
leave the database in a valid or consistent state that satisfies all the constraints specified on the database
schema.
A large number of commercial applications running against relational databases in online transaction
processing (OLTP) systems are executing transactions at rates that reach several hundred per second.
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RELATIONAL ALGEBRA
2.4 Unary and Binary relational operations
SELECT and PROJECT
The SELECT Operation

The SELECT operation is used to choose a subset of the tuples from a relation that satisfies a

selection

condition.
It restricts the tuples in a relation to only those tuples that

satisfy the condition.

It can also be visualized as a horizontal partition of the relation into two sets of tuples—those tuples that
satisfy the condition and are selected, and those tuples that do not satisfy the condition and are discarded.
For example, to select the EMPLOYEE tuples whose department is 4, or those whose salary is greater
than $30,000
σDno=4(EMPLOYEE)
σSalary>30000(EMPLOYEE)

In general, the SELECT operation is denoted by
σ<selection condition>(R)

where the symbol σ (sigma) is used to denote the SELECT operator and the selection condition is a
Boolean expression (condition) specified on the attributes of relation R.
The Boolean expression specified in is made up of a number of clauses of the form :
<attribute name><comparison op><constant value>
Or
<attribute name><comparison op><attribute name>
Clauses can be connected by the standard Boolean operators and, or, and not to form a general selection
condition.
For example, to select the tuples for all employees who either work in department 4 and make over
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σ(Dno=4 AND Salary>25000) OR (Dno=5 AND
Salary>30000)(EMPLOYEE)
$25,000 per year, or work in department 5 and make over $30,000:

The Boolean conditions AND, OR, and NOT have their normal interpretation, as follows:
■ (cond1 AND cond2) is TRUE if both (cond1) and (cond2) are TRUE; otherwise,it is FALSE.
■ (cond1 OR cond2) is TRUE if either (cond1) or (cond2) or both are TRUE; otherwise, it is FALSE.
■ (NOT cond) is TRUE if cond is FALSE; otherwise, it is FALSE.
The SELECT operator is unary; that is, it is applied to a single relation. Hence, selection conditions
cannot involve more than one tuple.
The degree of the relation resulting from a SELECT operation—its number of attributes—is the

same

as the degree of R.
The SELECT operation is commutative; that is,
σ (cond1)(σ(cond2)(R)) = σ(cond2)(σ(cond1)(R))
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The PROJECT Operation
The PROJECT operation, selects certain columns from the table and discards the other columns.
The result of the PROJECT operation can be visualized as a vertical partition of the relation into two
relations: one has the needed columns (attributes) and contains the result of the operation, and the other
contains the discarded columns.
For example, to list each employee’s first and last name and salary, we can use the PROJECT operation
as follows:

πLname, Fname, Salary(EMPLOYEE)
π<attribute list>(R)
The general form of the PROJECT operation is
where (pi) is the symbol used to represent the PROJECT operation, and is the desired sublist of attributes
from the attributes of relation R.
The result of the PROJECT operation has only the attributes specified in in the same order as they appear
in the list. Hence, its degree is equal to the number of attributes in <attribute list>.
The PROJECT operation removes any duplicate tuples, so the result of the PROJECT operation is a set
of distinct tuples, and hence a valid relation. This is known as duplicate elimination.
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Sequences of Operations and the RENAME Operation
The relations shown above depict operation results do not have any names.
Either we can write the operations as a single relational algebra expression by nesting the operations, or
we can apply one operation at a time and create intermediate result relations.
In the latter case, we must give names to the relations that hold the intermediate results.
For example, to retrieve the first name, last name, and salary of all employees who work in department
number 5, apply a SELECT and a PROJECT operation.
πFname, Lname, Salary(σDno=5(EMPLOYEE))

Alternatively, we can explicitly show the sequence of operations, giving a name to each intermediate
relation, and using the assignment operation, denoted by ← (left arrow), as follows:
DEP5_EMPS ← σDno=5(EMPLOYEE)
RESULT ← πFname, Lname, Salary(DEP5_EMPS)
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It is sometimes simpler to break down a complex sequence of operations by specifying intermediate
result relations than to write a single relational algebra expression.
We can also use this technique to rename the attributes in the intermediate and result relations.
To rename the attributes in a relation, we simply list the new attribute names in parentheses, as in the
following example:
TEMP ← σDno=5(EMPLOYEE)
R(First_name, Last_name, Salary) ← πFname, Lname, Salary(TEMP)

The formal RENAME operation—which can rename either the relation name or the attribute names, or
both—as a unary operator.
The general RENAME operation when applied to a relation R of degree n is denoted by any of the
following three forms:
ρS(B1, B2, ... , Bn)(R) or ρS(R) or ρ(B1, B2, ... , Bn)(R)
where the symbol ρ (rho) is used to denote the RENAME operator, S is the new relation name, and B1,
B2, … , Bn are the new attribute names.
The first expression renames both the relation and its attributes, the second renames the relation only, and
the third renames the attributes only.

Relational Algebra Operations from Set Theory
The UNION, INTERSECTION, and MINUS Operations
■ UNION: The result of this operation, denoted by R 𝖴 S, is a relation that includes all tuples that are either
in R or in S or in both R and S. Duplicate tuples are eliminated.
■ INTERSECTION: The result of this operation, denoted by R ∩ S, is a relation that includes all tuples that
are in both R and S.
■ SET DIFFERENCE (or MINUS): The result of this operation, denoted by R – S, is a relation that includes
all tuples that are in R but not in S.
These are binary operations; that is, each is applied to two sets (of tuples).
When these operations are adapted to relational databases, the two relations on which any of these three
operations are applied must have the same type of tuples; this condition has been called union
compatibility or type compatibility.
Two relations R(A1, A2, … , An) and S(B1, B2, … , Bn) are said to be union compatible (or type
compatible) if they have the same degree n and if dom(Ai) = dom(Bi) for 1 ≤ i ≤ n. This means that the
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two relations have the same number of attributes and each corresponding pair of attributes has the same
domain.
For example, to retrieve the Social Security numbers of all employees who either work in department 5
or directly supervise an employee who works in department 5,
DEP5_EMPS ← σDno=5(EMPLOYEE)
RESULT1 ← πSsn(DEP5_EMPS)
RESULT2(Ssn) ← πSuper_ssn(DEP5_EMPS)
RESULT ← RESULT1 𝖴 RESULT2
Both UNION and INTERSECTION are commutative operations; that is,
R 𝖴 S = S 𝖴 R and R ∩ S = S ∩ R
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Both UNION and INTERSECTION can be treated as n-ary operations applicable to any number of
relations because both are also associative operations; that is,
R 𝖴 (S 𝖴 T ) = (R 𝖴 S) 𝖴 T and (R ∩ S) ∩ T = R ∩ (S ∩ T)
The MINUS operation is not commutative; that is, in general, R − S ≠ S − R
The INTERSECTION can be expressed in terms of union and set difference as follows:
R ∩ S = ((R 𝖴 S) − (R − S)) − (S − R)

The CARTESIAN PRODUCT (CROSS PRODUCT) Operation
CARTESIAN PRODUCT operation—also known as CROSS PRODUCT or CROSS JOIN—

which

isdenoted by ×.
This is also a binary set operation, but the relations on which it is applied do not have to be union
compatible.
This set operation produces a new element by combining every member (tuple) from one relation (set)
with every member (tuple) from the other relation (set).
In general, the result of R(A1, A2, ..., An) × S(B1, B2, ..., Bm) is a relation Q with degree n +
m attributes Q(A1, A2, ..., An, B1, B2, ..., Bm), in that order.
The resulting relation Q has one tuple for each combination of tuples—one from R and one from S.
Hence, if R has m tuples and S has n tuples, then R × S will have m*n tuples.
Example, suppose that we want to retrieve a list of names of each female employee’s dependents. We
can do this as follows:
FEMALE_EMPS ← σSex=‘F’(EMPLOYEE)
EMPNAMES ← πFname, Lname, Ssn(FEMALE_EMPS)
EMP_DEPENDENTS ← EMPNAMES × DEPENDENT
ACTUAL_DEPENDENTS ← σSsn=Essn(EMP_DEPENDENTS)
RESULT ← πFname, Lname, Dependent_name(ACTUAL_DEPENDENTS)
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Binary Relational Operations: JOIN and DIVISION
The JOIN Operation

The JOIN operation, denoted by ,

is used to combine related tuples from two relations into single

“longer” tuples.
This operation is very important for any relational database with more than a single relation because it
allows us to process relationships among relations.
To illustrate JOIN, suppose that we want to retrieve the name of the manager of each department, as
follows:
Mgr_ssn=Ssn
DEPT_MGR ← DEPARTMENT
EMPLOYEE
RESULT ← πDname, Lname, Fname(DEPT_MGR)
The general form of a JOIN operation on two relations R(A1, A2, … , An) and S(B1, B2, … , Bm) is
R

<join condition>S

The result of the JOIN is a relation Q with n + m attributes Q(A1, A2, … , An, B1, B2, … , Bm) in that
order; Q has one tuple for each combination of tuples—one from R and one from S—whenever the
combination satisfies the join condition.
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The main difference between CARTESIAN PRODUCT and JOIN are ,In JOIN, only combinations of
tuples satisfying the join condition appear in the result, whereas in the CARTESIAN PRODUCT all
combinations of tuples are included in the result.
The join condition is specified on attributes from the two relations R and S and is evaluated for each
combination of tuples. Each tuple combination for which the join condition evaluates to TRUE is
included in the resulting relation Q as a single combined tuple.
 A general join condition is of the form
<condition>AND<condition> AND … AND<condition>
where each <condition> is of the form Ai θ Bj , Ai is an attribute of R, Bj is an attribute of S, Ai
and Bj have the same domain, and θ (theta) is one of the comparison operators {=, <,>,< , ≥, ≠}.
A JOIN operation with such a general join condition is called a THETA JOIN.

Variations of JOIN:
The EQUIJOIN and NATURAL JOIN
The most common use of JOIN involves join conditions with equality comparisons only. Such a JOIN,
where the only comparison operator used is =, is called an EQUIJOIN.
Notice that in the result of an EQUIJOIN we always have one or more pairs of attributes that
haveidentical values in every tuple.
For example, the values of the attributes Mgr_ssn and Ssn are identical in every

tuple of DEPT_MGR

(the EQUIJOIN result) because the equality join condition specified on these two attributes requires the
values to be identical in every tuple in the result.
Because one of each pair of attributes with identical values is superfluous, a new operation called
NATURAL JOIN—denoted by * was created to get rid of the second (superfluous) attribute in an
EQUIJOIN condition.
The standard definition of NATURAL JOIN requires that the two join attributes (or each pair of join
attributes) have the same name in both relations. If this is not the case, a renaming operation is applied
first.
Suppose we want to combine each PROJECT tuple with the DEPARTMENT tuple that controls the
project. In the following example, first we rename the Dnumber attribute of DEPARTMENT to Dnum—
so that it has the same name as the Dnum attribute in PROJECT—and then we apply NATURAL JOIN:
PROJ_DEPT ← PROJECT * ρ(Dname, Dnum, Mgr_ssn, Mgr_start_date)(DEPARTMENT)
The same query can be done in two steps by creating an intermediate table DEPT as follows:
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DEPT ← ρ(Dname, Dnum, Mgr_ssn, Mgr_start_date)(DEPARTMENT)
PROJ_DEPT ← PROJECT * DEPT
The attribute Dnum is called the join attribute for the NATURAL JOIN operation, because it is the only
attribute with the same name in both relations.
In general, the join condition for NATURAL JOIN is constructed by equating each pair of join attributes
that have the same name in the two relations and combining these conditions with AND.
A single JOIN operation is used to combine data from two relations so that related information can be
presented in a single table. These operations are also known as inner joins.
A more general, but nonstandard definition for NATURAL JOIN is Q ← R *(list1),(list2)S
In this case,<list1> specifies a list of i attributes from R, and <list2>specifies a list of i attributes from S.
The NATURAL JOIN or EQUIJOIN operation can also be specified among multiple tables, leading to
an n-way join. For example, consider the following three-way join:
((PROJECT

Dnum=DnumberDEPARTMENT)
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A Complete Set of Relational Algebra Operations
It has been shown that the set of relational algebra operations {σ, π, 𝖴, ρ, –, ×} is a complete set;

that is,

any of the other original relational algebra operations can be expressed as a sequence of operations from
this set.
For example, the INTERSECTION operation can be expressed by using UNION and MINUS as follows:
R ∩ S ≡ (R 𝖴 S) – ((R – S) 𝖴(S – R))
JOIN operation can be specified as a CARTESIAN PRODUCT followed by a SELECT operation:
R <condition>S ≡ σ <condition>(R × S)
A NATURAL JOIN can be specified as a CARTESIAN PRODUCT preceded by RENAME and
followed by SELECT and PROJECT operations.
The DIVISION Operation
The DIVISION operation, denoted by ÷, is useful for a special kind of query that sometimesoccurs in
database applications.
example is Retrieve the names of employees who work on all the projects that ‘John Smith’ works on.
To express this query using the DIVISION operation, proceed as follows. First, retrieve the list of project
numbers that ‘John Smith’ works on in the intermediate relation SMITH_PNOS:
SMITH ← σFname=‘John’ AND Lname=‘Smith’(EMPLOYEE)
SMITH_PNOS ← πPno(WORKS_ON

Essn=SsnSMITH)

Next, create a relation that includes a tuple whenever the employee whose Ssn is Essn works on the
project whose number is Pno in the intermediate relation SSN_PNOS:
SSN_PNOS ← πEssn, Pno(WORKS_ON)
Finally, apply the DIVISION operation to the two relations, which gives the desired employees’ Social
Security numbers:
SSNS(Ssn) ← SSN_PNOS ÷ SMITH_PNOS
RESULT ← πFname, Lname(SSNS * EMPLOYEE)
In general, the DIVISION operation is applied to two relations R(Z) ÷ S(X), where the attributes of R are
a subset of the attributes of S; that is, X ⊆ Z. Let Y be the set of attributes of R that are not attributes of
S.
The DIVISION operation is defined for convenience for dealing with queries that involve universal
quantification or the all condition.
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Notation for Query Trees
Describes about the notation typically used in relational systems to represent queries internally.
The notation is called a query tree or sometimes it is known as a query evaluation tree or query execution
tree.
It includes the relational algebra operations being executed and is used as a possible data structure for the
internal representation of the query in an RDBMS.
A query tree is a tree data structure that corresponds to a relational algebra expression.
It represents the input relations of the query as leaf nodes of the tree, and represents the relational algebra
operations as internal nodes.
An execution of the query tree consists of executing an internal node operation whenever its operands
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(represented by its child nodes) are available, and then replacing that internal node by the relation that
results from executing the operation.
The execution terminates when the root node is executed and produces the result relation for the query.
πPnumber,

Dnum,

Lname,

Dnum=Dnumber(DEPARTMENT))

Department of ISE, Atria. I.T
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Bdate(((σPlocation=‘Stafford’(PROJECT))

Mgr_ssn=Ssn(EMPLOYEE))
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Query tree for the abobe query.In this, the three leaf nodes P, D, and E represent the three relations
PROJECT, DEPARTMENT, and EMPLOYEE.

In order to execute query , the node marked (1) in Figure must begin execution before node(2) because
some resulting tuples of operation (1) must be available before we can begin to execute operation (2).
Similarly, node (2) must begin to execute and produce results before node (3) can start execution, and so
on.
In general, a query tree gives a good visual representation and understanding of the query in terms of the
relational operations it uses and is recommended as an additional means for expressing queries in
relational algebra.
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2.5 Additional Relational Operations (aggregate, grouping, etc.)
Generalized Projection
The generalized projection operation extends the projection operation by allowing functions of attributes
to be included in the projection list.
The generalized form can be expressed as:
πF1, F2, ..., Fn (R)
where F1, F2, … , Fn are functions over the attributes in relation R and may involve arithmetic
operations and constant values.
This operation is helpful when developing reports where computed values have to be produced in the
columns of a query result.
Example: EMPLOYEE (Ssn, Salary, Deduction, Years_service)
A report may be required to show
Net Salary = Salary – Deduction, Bonus = 2000 * Years_service, and Tax = 0.25 * Salary.
Then a generalized projection combined with renaming may be used as follows:
REPORT ← ρ(Ssn, Net_salary, Bonus, Tax)(πSsn, Salary – Deduction, 2000 * Years_service, 0.25 *
Salary(EMPLOYEE))
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Aggregate Functions and Grouping

Mathematical aggregate functions on collections of values from the database. Examples of such
functions include retrieving the average or total salary of all employees or the total number of employee
tuples.
Common functions applied to collections of numeric values include SUM, AVERAGE, MAXIMUM,
and MINIMUM.
The COUNT function is used for counting tuples or values.
AGGREGATE FUNCTION operation defined, using the symbol ℑ , to specify these types of requests as
follows:
<grouping attribute>ℑ<function list> (R)
Where<grouping attribute> is a list of attributes of the relation specified in R, and <function list>is a list
of (<function><attribute> ) pairs.
In each such pair, is one of the allowed functions—such as SUM, AVERAGE, MAXIMUM,
MINIMUM, COUNT—and is an attribute of the relation specified by R.
The resulting relation has the grouping attributes plus one attribute for each element in the function list.
For example, to retrieve each department number, the number of employees in the department, and their
average salary, while renaming the resulting attributes as indicated below, we write:
ρR(Dno, No_of_employees, Average_sal) (Dno ℑ COUNT Ssn, AVERAGE Salary (EMPLOYEE))
If we do not want to rename the attributes then the above query we can write it as,
Dno ℑ COUNT Ssn, AVERAGE Salary(EMPLOYEE)
Note: If no grouping attributes are specified, the functions are applied to all the tuples in the relation, so
the resulting relation has a single tuple only.

Recursive Closure Operations
Recursive closure operation in relational algebra is applied to a recursive relationship between tuples of
the same type, such as the relationship between an employee and a supervisor.
This relationship is described by the foreign key Super_ssn of the EMPLOYEE relation and it relates
each employee tuple (in the role of supervisee) to another employee tuple (in the role of supervisor).
An example of a recursive operation is to retrieve all supervisees of an employee e at all levels—that is,
all employees e’ directly supervised by e, all employees e’’ directly supervised by each employee e’, all
employees e’’’ directly supervised by each employee e’’, and so on.
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For example, to specify the Ssns of all employees e_ directly supervised—at level one—by the employee
e whose name is ‘James Borg’ we can apply the following operation:
BORG_SSN ← πSsn(σFname=‘James’ AND Lname=‘Borg’(EMPLOYEE))
SUPERVISION(Ssn1, Ssn2) ← πSsn,Super_ssn(EMPLOYEE)
RESULT1(Ssn) ← πSsn1(SUPERVISION

Ssn2=SsnBORG_SSN)

To retrieve all employees supervised by Borg at level 2—that is, all employees e’’ supervised by some
employee e’ who is directly supervised by Borg—we can apply another JOIN to the result of the first
query, as follows:
RESULT2(Ssn) ← πSsn1(SUPERVISION

Ssn2=SsnRESULT1)

To get both sets of employees supervised at levels 1 and 2 by ‘James Borg’, we can apply the UNION
operation to the two results, as follows:

RESULT ← RESULT2 U RESULT1
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OUTER JOIN Operations
For a NATURAL JOIN operation R * S, only tuples from R that have matching tuples in S—andvice
versa—appear in the result. Hence, tuples without a matching (or related) tuple are eliminated from the
JOIN result.
Tuples with NULL values in the join attributes are also eliminated. This type of join, where tuples with
no match are eliminated, is known as an inner join.
This amounts to the loss of information if the user wants the result of the JOIN to include all thetuples in
one or more of the component relations.
A set of operations, called outer joins, were developed for the case where the user wants to keep all the
tuples in R, or all those in S, or all those in both relations in the result of the JOIN, regardless of whether
or not they have matching tuples in the other relation.
This satisfies the need of queries in which tuples from two tables are to be combined by matching
corresponding rows, but without losing any tuples for lack of matching values.
For example, suppose that we want a list of all employee names as well as the name of the departments
they manage if they happen to manage a department; if they do not manage one, we can indicate it with a
NULL value. We can apply an operation LEFT OUTER JOIN, denoted by

, to retrieve the result

as follows:
TEMP ← (EMPLOYEE

Ssn=Mgr_ssnDEPARTMENT)

RESULT ← πFname, Minit, Lname, Dname(TEMP)
The LEFT OUTER JOIN operation keeps every tuple in the first, or left, relation R in R S; if no
matching tuple is found in S, then the attributes of S in the join result are filled with NULL values.
A similar operation, RIGHT OUTER JOIN, denoted by

, keeps every tuple in the second, or right,

relation S in the result of R S.
A third operation, FULL OUTER JOIN, denoted by , keeps all tuples in both the left and the right
relations when no matching tuples are found, filling them with NULL values as needed.
The OUTER UNION Operation
The OUTER UNION operation was developed to take the union of tuples from two relations that have
some common attributes, but are not union (type) compatible.
This operation will take the UNION of tuples in two relations R(X, Y) and S(X, Z) that are partially
compatible, meaning that only some of their attributes, say X, are union compatible.
The attributes that are union compatible are represented only once in the result, and those attributes that
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are not union compatible from either relation are also kept in the result relation T(X,Y, Z). It is therefore
the same as a FULL OUTER JOIN on the common attributes.
Two tuples t1 in R and t2 in S are said to match if t1[X]=t2[X]. These will be combined (unioned) into a
single tuple in t. Tuples in either relation that have no matching tuple in the other relation are padded
with NULL values.
For example, an OUTER UNION can be applied to two relations whose schemas are STUDENT(Name,
Ssn, Department, Advisor) and INSTRUCTOR(Name, Ssn, Department, Rank).
Tuples from the two relations are matched based on having the same combination of values of the shared
attributes—Name, Ssn, Department.
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The resulting relation, STUDENT_OR_INSTRUCTOR, will have the following attributes:
STUDENT_OR_INSTRUCTOR(Name, Ssn, Department, Advisor, Rank)
All the tuples from both relations are included in the result, but tuples with the same (Name, Ssn,
Department) combination will appear only once in the result.
Tuples appearing only in STUDENT will have a NULL for the Rank attribute, whereas tuples appearing
only in INSTRUCTOR will have a NULL for the Advisor attribute. A tuple that exists in both relations,
which represent a student who is also an instructor, will have values for all its attributes.

2.6 Examples of Queries in Relational Algebra
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Mapping Conceptual Design into a Logical Design

2.7 Relational Database Design using ER-to-Relational mapping.
Step 1: For each regular (strong) entity type E in the ER schema, create a relation R that includes all the simple
attributes of E.
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Step 2: For each weak entity type W in the ER schema with owner entity type E, create a relation R, and include
all simple attributes (or simple components of composite attributes) of W as attributes. In addition, include as
foreign key attributes of R the primary key attribute(s) of the relation(s) that correspond to the owner entity
type(s).
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Step 3: For each binary 1:1 relationship type R in the ER schema, identify the relations S and T that

correspond to the entity types participating in R. Choose one of the relations, say S, and include the primary key
of T as a foreign key in S. Include all the simple attributes of R as attributes of S.

Step 4: For each regular binary 1:N relationship type R identify the relation (N) relation S. the primary key ofT
as a foreign key of S. Simple attributes of R map to attributes of S.
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Step 5: For each binary M:N relationship type R, create a relation S. Include the primary keys of participant
relations as foreign keys in S. Their combination will be the primary key for S. Simple attributes of R become
attributes of S.
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Step 6: For each multi-valued attribute A, create a new relation R. This relation will include an attribute
corresponding to A, plus the primary key K of the parent relation (entity type or relationship type) as a foreign
key in R. The primary key of R is the combination of A and K.

Step 7: For each n-ary relationship type R, where n>2, create a new relation S to represent R. Include the
primary keys of the relations participating in R as foreign keys in S. Simple attributes of R map to attributes of S.
The primary key of S is a combination of all the foreign keys that reference the participants that have cardinality
constraint > 1. For a recursive relationship, we will need a new relation.
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SQL
2.8 SQL Data Definition and Data Types
 SQL uses the terms table, row, and column for the formal relational model terms relation, tuple, and
attribute, respectively.
 SQL command for data definition is the CREATE statement, which can be used to create schemas, tables
(relations), types, and domains, as well as other constructs such as views, assertions, and triggers.
 An SQL schema is identified by a schema name and includes an authorization identifier to indicate the
user or account who owns the schema, as well as descriptors for each element in the schema.
 Schema elements include tables, types, constraints, views, domains, and other constructs.
 A schema is created via the CREATE SCHEMA statement, which can include all the schema elements’
definitions.
Eg: CREATE SCHEMA COMPANY AUTHORIZATION ‘Jsmith’;
 In SQLcatalog—a named collection of schemas.

The CREATE TABLE Command in SQL
 The CREATE TABLE command is used to specify a new relation by giving it a name and specifying its
attributes and initial constraints.
 The attributes are specified first, and each attribute is given a name, a data type to specify its domain of
values, and possibly attribute constraints, such as NOT NULL.
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 The key, entity integrity, and referential integrity constraints can be specified within the CREATE
TABLE statement after the attributes are declared, or they can be added later using the ALTER TABLE
command.
 Eg:

CREATE TABLE EMPLOYEE
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Attribute Data Types and Domains in SQL


The basic data types available for attributes include numeric, character string, bit string, Boolean,

date, and time.
Numeric data types
 Integer numbers of various sizes like INTEGER or INT, and SMALLINT
 Floating-point (real) numbers of various precision like FLOAT or REAL, and DOUBLE PRECISION
 Formatted numbers using DECIMAL(i, j)—or DEC(i, j) or NUMERIC(i, j)—where i, the precision, is the total
number of decimal digits and j, the scale, is the number of digits after the decimal point.
Character-string datatypes


Fixed length—CHAR(n) or CHARACTER(n), where n is the number of character



Varying length— VARCHAR(n) or CHAR VARYING(n) or CHARACTER VARYING(n), where n is the

maximum number of characters.
Bit-string data types


Fixed length n—BIT(n)—or varying length— BIT VARYING(n), where n is the maximum number of bits.



Another variable-length bitstring data type called BINARY LARGE OBJECT or BLOB is also available

to specify columns that have large binary values, such as images.
Boolean data types
 Values of TRUE or FALSE.
 In SQL, because of the presence of NULL values, a three-valued logic is used, so a third possible value for a
Boolean data type is UNKNOWN.
DATE data types
 Date has ten positions, and its components are YEAR, MONTH, and DAY in the form YYYY-MM-DD.
 The TIME data type has at least eight positions, with the components HOUR, MINUTE, and SECOND in the
form HH:MM:SS.
Timestamp data type (TIMESTAMP)
 Includes the DATE and TIME fields, plus a minimum of six positions for decimal fractions of seconds and an
optional WITH TIME ZONE qualifier.
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Interval
 Another data type related to DATE, TIME, and TIMESTAMP is the INTERVAL data type.
 This specifies an interval—a relative value that can be used to increment or decrement an absolute value of a
date, time, or timestamp.

2.9 Specifying Constraints in SQL
These include key and referential integrity constraints, restrictions on attribute domains and NULLs, and
constraints on individual tuples within a relation using the CHECK clause.
Specifying Attribute Constraints and Attribute Defaults
Because SQL allows NULLs as attribute values, a constraint NOT NULL may be specified if NULL
is not permitted for a particular attribute which are part of the primary key of each relation.
It is also possible to define a default value for an attribute by appending the clause DEFAULT to an
attribute definition.
The default value is included in any new tuple if an explicit value is not provided for that attribute.
Figure illustrates an example of specifying a default manager for a new department and a default
department for a new employee.
If no default clause is specified, the default default value is NULL for attributes that do not have the
NOT NULL constraint.
Another type of constraint can restrict attribute or domain values using the CHECK clause following
an attribute or domain definition.
For example, suppose that department numbers are restricted to integer numbers between 1 and 20;
then, we can change the attribute declaration of Dnumber in the DEPARTMENT table to the
following:
Dnumber INT NOT NULL CHECK (Dnumber> 0 AND Dnumber< 21);
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Specifying Key and Referential Integrity Constraints
The PRIMARY KEY clause specifies one or more attributes that make up the primary key of a relation. If a
primary key has a single attribute, the clause can follow the attribute directly.
Ex: the primary key of DEPARTMENT can be specified as follows:
Dnumber INT PRIMARY KEY,
The UNIQUE clause specifies alternate (unique) keys, also known as candidate keys
The UNIQUE clause can also be specified directly for a unique key if it is a single attribute, as in the following
example: Dname VARCHAR(15) UNIQUE,
Referential integrity is specified via the FOREIGN KEY clause,constraint can be violated when tuples are inserted
or deleted, or when a foreign key or primary key attribute value is updated.
The default action that SQL takes for an integrity violation is to reject the update operation that will cause a
violation, which is known as the RESTRICT option.
The schema designer can specify an alternative action to be taken by attaching a referential triggered action clause
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to any foreign key constraint. The options include SET NULL, CASCADE, and SET DEFAULT. An option must
be qualified with either ON DELETE or ON UPDATE.

In general, the action taken by the DBMS for SET NULL or SET DEFAULT is the same for both ON
DELETE and ON UPDATE: The value of the affected referencing attributes is changed to NULL for
SET NULL and to the specified default value of the Key and referential integrity constraints were not
included in early versions of SQL.
The action for CASCADE ON DELETE is to delete all the referencing tuples, whereas the action for
CASCADE ON UPDATE is to change the value of the referencing foreign key attribute(s) to the updated
(new) primary key value for all the referencing tuples.
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Giving Names to Constraints
Figure illustrates how a constraint may be given a constraint name, following the keyword
CONSTRAINT.
The names of all constraints within a particular schema must be unique.
A constraint name is used to identify a particular constraint in case the constraint must be dropped later
and replaced with another constraint.

Specifying Constraints on Tuples Using CHECK
other table constraints can be specified through additional CHECK clauses at the end of a CREATE
TABLE statement.
These can be called row-based constraints because they apply to each row individually and are checked
whenever a row is inserted or modified.
For example, suppose that the DEPARTMENT table in Figure had an additional attribute
Dept_create_date, which stores the date when the department was created.
In CREATE TABLE statement for the DEPARTMENT table to make sure that a manager’s start date is
later than the department creation date.
CHECK (Dept_create_date<= Mgr_start_date);

2.10 Basic Retrieval Queries in SQL
The basic form of the SELECT statement, sometimes called a mapping or a select-from-where block, is
formed of the three clauses SELECT, FROM, and WHERE and has the following form:
SELECT <attribute list>
FROM <table list>
WHERE<condition> ;
where <attribute list> is a list of attribute names whose values are to be retrieved by the query.
<table list> is a list of the relation names required to process the query.
<condition> is a conditional (Boolean) expression that identifies the tuples to be retrieved by
the query, the basic logical comparison operators are =, <=, >, >=, and <>
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Query 0
Retrieve the birthdate and address of the employee(s) whose name is ‘John B Smith’
SELECT

BDATE, ADDRESS

FROM

EMPLOYEE

WHERE

FNAME = ‘John’ AND MINIT = ‘B’ AND LNAME = ‘Smith’;

Query 1
Retrieve the name and address of all employees who work for the ‘Research’ department
SELECT

FNAME, LNAME, ADDRESS

FROM

EMPLOYEE, DEPARTMENT

WHERE

DNAME = ‘Research’ AND DNUMBER = DNO;
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Query 1A
Ambiguous attribute names
SELECT

FNAME, EMPLOYEE.NAME, ADDRESS

FROM

EMPLOYEE, DEPARTMENT

WHERE

DEPARTMENT.NAME = ‘Research’ AND
DEPARTMENT.DNUMBER = EMPLOYEE.DNUMBER;

Query 1B
Aliasing
SELECT

E.FNAME, E.NAME, E.ADDRESS

FROM

EMPLOYEE E, DEPARTMENT D

WHERE

D.NAME = ‘Research’ AND D.DNUMBER = E.DNUMBER;

Query 1C
Retrieve all the attribute values of EMPLOYEE tuples who work in department number 5
SELECT

*

FROM

EMPLOYEE

WHERE

DNO = 5;

Query 1D
Retrieve all the attributes of an EMPLOYEE and the attributes of the DEPARTMENT he or she works in for
every employee of the ‘Research’ department
SELECT

*

FROM

EMPLOYEE, DEPARTMENT

WHERE

DNAME = ‘Research’ AND DNO = DNUMBER;

Query 2
For every project located in ‘Stafford’, list the project number, the controlling department number
and the department manager’s last name, address and birthdate
SELECT

PNUMBER, DNUM, LNAME, ADDRESS, BDATE

FROM

PROJECT, DEPARTMENT, EMPLOYEE

WHERE

DNUM = DNUMBER AND MGRSSN = SSN AND PLOCATION = ‘Stafford’;
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Query 8
For each employee, retrieve the employee’s first and last name, and the first and last name of his or her
immediate supervisor.
SELECT

E.FNAME, E.LNAME, S.FNAME, S.LNAME

FROM

EMPLOYEE AS E, EMPLOYEE AS S

WHERE

E.SUPERSSN = S.SSN;

Query 8A
Reformulation of query 8 to retrieve the last name of each employee and his or her supervisor, while
renaming the resulting attribute names as EMPLOYEE_NAME and SUPERVISOR_NAME
SELECT

E.LNAME AS EMPLOYEE_NAME, S.LNAME AS SUPERVISOR_NAME

FROM

EMPLOYEE AS E, EMPLOYEE AS S

WHERE

E.SUPERSSN = S.SSN;
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Query 9
Select all EMPLOYEE SSNs in the database
SELECT

SSN

FROM

EMPLOYEE;

Query 10
Select all combination of EMPLOYEE SSN and DEPARTMENT DNAME in the database
SELECT

SSN, DNAME

FROM

EMPLOYEE, DEPARTMENT;

Query 10A
Select the CROSS PRODUCT of the EMPLOYEE and DEPARTMENT relations
SELECT

*

FROM

EMPLOYEE, DEPARTMENT;

Query 11
Retrieve the salary of every employee
SELECT ALL
FROM

SALARY

EMPLOYEE;

Query 11A
Retrieve all distinct salary values
SELECT DISTINCT
FROM

SALARY

EMPLOYEE;

Query 12
Retrieve all employees whose address is in Houston, Texas
SELECT

FNAME, LNAME

FROM

EMPLOYEE

WHERE

ADDRESS LIKE ‘%Houston,TX%’;

Query 12A
Department of ISE, Atria. I.T

Page 52

Data Base Management System

18CS53

Find all employees who were born during the 1950s
SELECT

FNAME, LNAME

FROM

EMPLOYEE

WHERE

BDATE LIKE ‘ _________ 70’;

Query 13
Show the resulting salaries if every employee working on the ‘ProductX’ project is given a 10 percent raise
SELECT

FNAME, LNAME, 1.1*SALARY

FROM

EMPLOYEE, WORKS_ON, PROJECT

WHERE

SSN = ESSN AND PNO = PNUMBER AND PNAME = ‘ProductX’;

Query 14
Retrieve all employees in department 5 whose salary is between £30,000 and £40,000

SELECT

*

FROM

EMPLOYEE

WHERE

(SALARY BETWEEN 30000 AND 40000) AND DNO = 5;
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Query 15
Retrieve a list of employees and the projects they are working on, ordered by department and, within
each department, ordered alphabetically by last name, first name
SELECT

DNAME, LNAME, FNAME, PNAME

FROM

DEPARTMENT, EMPLOYEE,WORKS_ON, PROJECT

WHERE DNUMBER = DNO AND SSN = ESSN AND PNO = PNUMBER
ORDER BY DNAME DESC, LNAME ASC, FNAME ASC;

2.11 INSERT, DELETE, and UPDATE Statements in SQL
The INSERT Command
INSERT is used to add a single tuple (row) to a relation (table).
must specify the relation name and a list of values for the tuple.
The values should be listed in the same order in which the corresponding attributes were specified in the
CREATE TABLE command.
INSERT INTO EMPLOYEE VALUES ( ‘Richard’, ‘K’, ‘Marini’, ‘653298653’, ‘1962-12-30’, ‘98 Oak
Forest, Katy, TX’, ‘M’, 37000, ‘653298653’, 4 );
For example, to enter a tuple for a new EMPLOYEE for whom we know only the Fname, Lname, Dno,
and Ssn attributes,
INSERT INTO EMPLOYEE (Fname, Lname, Dno, Ssn) VALUES (‘Richard’, ‘Marini’, 4,
‘653298653’);
The DELETE Command
The DELETE command removes tuples from a relation.
It includes a WHERE clause, similar to that used in an SQL query, to select the tuples to be deleted.
Tuples are explicitly deleted from only one table at a time.
Depending on the number of tuples selected by the condition in the WHERE clause, zero, one, or several
tuples can be deleted by a single DELETE command.
A missing WHERE clause specifies that all tuples in the relation are to be deleted.
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DELETE FROM EMPLOYEE WHERE Ssn = ‘123456789’;
DELETE FROM EMPLOYEE;
The UPDATE Command
The UPDATE command is used to modify attribute values of one or more selected tuples.
As in the DELETE command, a WHERE clause in the UPDATE command selects the tuples to be
modified from a single relation.
UPDATE PROJECT,
SET Plocation = ‘Bellaire’, Dnum = 5
WHERE Pnumber = 10;
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2.12 Additional Features of SQL
 various techniques for specifying complex retrieval queries, including nested queries, aggregate
functions, grouping, joined tables, outer joins, case statements, and recursive queries; SQL views,
triggers, and assertions; and commands for schema modification.

 SQL has various techniques for writing programs in various programming languages that include SQL
statements to access one or more databases. These include embedded (and dynamic) SQL, SQL/CLI
(Call Level Interface) and its predecessor ODBC (Open Data Base Connectivity), and SQL/PSM
(Persistent Stored Modules).

 Each commercial RDBMS will have, in addition to the SQL commands, a set of commands for
specifying physical database design parameters, file structures for relations, and access paths such as
indexes. We called these commands a storage definition language (SDL).

 SQL has transaction control commands. These are used to specify units of database processing for
concurrency control and recovery purposes.

 SQL has language constructs for specifying the granting and revoking of privileges to users. Privileges
typically correspond to the right to use certain SQL commands to access certain relations. Each relation is
assigned an owner, and either the owner or the DBA staff can grant to selected users the privilege to use
an SQL statement—such as SELECT INSERT, DELETE, or UPDATE— to access the relation. In
addition, the DBA staff can grant the privileges to create schemas, tables, or views to certain users. These
SQL commands—called GRANT and REVOKE.

 SQL has language constructs for creating triggers. These are generally referred to as active database
techniques, since they specify actions that are automatically triggered by events such as database updates.

 SQL has incorporated many features from object-oriented models to have more powerful capabilities,
leading to enhanced relational systems known as object-relational. Capabilities such as creating complexstructured attributes, specifying abstract data types (called UDTs or user-defined types) for attributes and
tables, creating object identifiers for referencing tuples, and specifying operations on types.

 SQL and relational databases can interact with new technologies such as XML and OLAP/data
warehouses.
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